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Summary

e Computation model

e Problem
e \Why to use failure detectors?

e Classical implementation of FDs
e A new approach for implmeenting FDs
e A leadership facility

e Possible improvements
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Process Model

e A set Il of n processes p1,...,pn

e Timing model: Asynchrony: No upper bound
otn the time required to execute a computation
step

e Failure model: Process crash: a process be-
haves according to its specification until it pos-

sibly crashes, i.e., halts prematurely (after it
has crashed a process is definitely stopped)

e At most ¢ processes may crash (1 <t <n-—1)
A Correct process is a p; that never crashes

A Faulty process is a p; that crashes

e During an execution: 0 < f <t crashes
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Communication Model

e Every pair of processes is connected by a link

e Timing model: Asynchrony: No upper bound on trans-
fer delays

e Failure model: Reliable link:

* NO creation, no duplication of messages

*~ Every message sent by p; to p; is eventually received
by p; (if p; is correct)

e broadcast(m) = Vj € {1,...,n} do send(m) to p; od

If p; crashes while executing send(m) to p;, either m is

sent, or m is not sent at all
(i.e., send() is atomic, while broadcast() is not)
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The (2 Leadership Facility

The leader oracle (denoted €2) allows the process-

es to invoke a leader() primitive that satisfies the
following property:

e Eventual Leadership: There is a time T and
a correct process p such that, after 7, every

invocation of leader() by any correct process
returns p.

A unique correct leader is eventually elected but there is
no knowledge of when the leader is elected. Several lead-
ers can coexist during an arbitrarily long period of time,
and there is no way for the processes to learn when this
“anarchy’” period is over
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e Allows solving consensus when t < n/2 (actually, it is
the weakest FD that allows solving it; it Is equivalent
to ©S)

e Consequently, it allows solving atomic broadcast, NBAC
(with additional assumptions), etc.

e Cannot be implemented in asynchronous sytems prone
to t process crashes (1 <t<n-—1)
see a direct proof in the paper
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How to implement <2

e Enrich the system with additional assumptions

e Current proposals consider “eventually” synchronous sys-
tems, i.e., systems where after some time there are

bounds on message delays on some (or all) links

* Chandra-Toueg JACM 1996
Notion of GST (Global Stabilization Time)

*x Aguilera-Delporte-Fauconnier-Toueg PODC 2004
Notion of &t-source: there is a correct process that
has t outputs links that are eventually timely
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A hew message pattern-based approach

e idea: consider behavioral assumptions (on the pattern
of exchanged messages) that allow building a failure
detector

e Processes can broadcast queries and wait for corre-
sponding responses

- Mostefaoui A., Mourgaya E., and Raynal M., Asynchronous
Implementation of Failure Detectors, Proc. Int. IEEE Con-

ference on Dependable Systems and Networks (DSN’'03),
pp. 351-360, San Francisco (CA), 2003
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wWinning vs Losing responses

P =
/ response()

D2 >

p3 N— —_— / =

pa —Y : .
Crash >&/ ::

Winning responses from {p, p3, ps, ps}

n=6 t=2 n—t—=4a Losing responses from {p1,pa}
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The Pattern Assumption

e Property MP:
There is a correct process p;, a set Q of (t+1)processes,
and a time 7 after which each process p; € Q gets from

p; @ winning response to each of its queries (until p;
possibly crashes)

p;, @ and 7 are not known!
Some processes of () can have crashed

e Let us observe that this pattern does not involve timing
assumptions

It can be satisfied even when message transfer delays
Increase without bound!
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Example

AT

7
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@ A process starts a query-response

| The process waits for responses from n —t processes

n=6, t=2, n—t=4, |Q=t+1=3
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The Caset=1

C =

The asynchronous distributed sys-

tem has a channel, say the channel
(pi,pj), such that, each time p; issues a

g

(1
t

uery, this channel IS never the slowest
n terms of round-trip delay) among

ne (n — 1) channels connecting p; to

t

ne other processes (Moreover, this has

to hold only until p; or p; crashes)
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An )VMP-based 2 Protocol: Principle

e heuristic: each process elects as a leader the process
it suspects the less

e To implement this idea, each process p; manages an
array count;[1..n] in such a way that count;[j] counts the
number of times p; suspects p; to have crashed

Then, if count;[j] never stops increasing, p; heuristically
considers that p; has crashed

e According to this management of its count; array, p;
considers that its current leader is the process py, such

that count;[¢] has the smallest value
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An M P-based 2 Protocol (1)

init: rec_from; «— MN; count; — [O,...,0];

task T'1:

when |leader() is invoked by the upper layer:
let ¢ such that (count;[¢],¢) = mingcn{(count;[k], k)};
return (/)
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An )MP-based 2 Protocol (2)

task T1T2:
repeat periodically
for_each j do send query_alive(count;) to p; end_do;
+ wait_until ( corresponding response(rec_from) received
from (n —t) processes);
let REC FROM; = U of the rec_from; received at line x;
let not_rec_from; =11 — REC_FROM;;
for_each 5 € not_rec_from;
do count;[j] < count;[j] + 1 end_do;
rec_from; « { processes from which p; received
a response() message at line =}
end_repeat
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An )MP-based 2 Protocol (3)

task T'3:

upon reception of query_alive(cj) from p;:
for_each k do count;[k] < max(c;[k], count;[k]) end_do;
send response (rec_from;) to p;
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Discussion

e [ he query-response ‘challenges” issued by different pro-
cesses are independent one from the other

e Consequence: each process can, independendly of the
other processes, dynamically define and set a period to
match the bandwith that failure detector messages are
allowed to use
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Proof: Principle (1)

e Set definitions:

x C= the set of correct processes

* For any correct p;: PL; = {pz | count;[z] is bounded}
Potential leaders from p;’s point of view

Potential leaders from a global point of view
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Proof: Principle (2)

e Lemmas:

x Lemma 1: MP = PL # ()
* Lemma 2: PLCC

* Lemma 3: p; € C = PL; = PL

e Possible: py correct and count;[x] unbounded

e Theorem: Let 1 <t < n. The protocol implements a
leader facility in asynchronous distributed systems sat-
isfying the MP assumption
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Improvements

e Leader protocol with bounded counters (see proceed-
ings)

e Benefit from the best of both worlds

* MP assumption
*x Partial synchrony assumption

* AS soon as either assumption is satisfied, the hybrid
protocol implements a leader facility

* In practice, this is very interesting as it achieves high-
er assumption coverage than an algorithm based on
a single assumption. So, it expedites termination of
upper layer €2-based protocols
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Conclusion

e Novelty of the approach to implement failure
detectors

e Definition of behavioral properties (pattern of
message exchanges)

e A simple protocol to implement €2

e Caset=1
e New hybrid approach for implementing FDs
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System model: Definitions

e A link p; — p; is eventually timely if there is some bound

6 and a time 7 after which every message sent by p; to
p; is received within 6 units of time (if p; is correct)

6 and 7 are not known

e A process p; is an eventual xz-source (Oz-source) if it has
r output links p; — pj1,..., p; — pjp that are eventually

timely

It is not required that p;q,p;o,... be correct

If p; Is both correct and $x-source, we say p; is a correct
Ox-source
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A weaker system model: Results

e Theorem: (2 can be implemented in a system where
links are fair lossy if there is at least one correct t-source

e Observe that such a system is much weaker that a par-
tially synchronous system

e T his system is even too weak to implement OP

- Aguilera M., Delporte-Gallet C., Fauconnier H. and Toueg
S., Communication-Efficient Leader Election and Consen-
sus with Limited Link Synchrony. Proc. 23th ACM Sympo-

sium on Principles of Distributed Computing (PODC'04),
St John's (Newfoundland, Canada), July 2004
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2 Protocol (1)

init: Vj # i: timeout;[j] «— o + 1;
V7 i count;[j] < O; suspect;[]] + 0;
Vi £ 1. set timer;[7] to timeout;[j]

when leader() is invoked
let ¢ such that (count;[{],£) = mingcn {(count;[k], k)};
return (py)
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2 Protocol (2)

repeat periodically every a time units:
Vj # 1. send alive(count;) to p;

when alive(count) is received from p;:
Vk : count;[k] < max(count;[k], count[k]);
reset timer;[j] to timeout;[]]
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2 Protocol (3)

when timer;[k] expires:
timeout;[k] < timeout;[k] + 1
Vj: send I _suspect(k) to p;;
reset timer;[k] to timeout;[k]

when I _suspect(k) is received from p;:
suspect;[k] < suspect;[k] U {p;},
If (|suspect;[k]| >n —1t)
then count;[k] <« count;[k] + 1;
suspect;[k] < 0
end If
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€2 Protocol: Sketch of the proof

e Vi, j: count;[j] never decreases

e Vi,j. p; is a correct &t-source = count;[j] is bounded

e Vi,j: p; is correct and p; faulty = count;[j] is unbounded

e [here is a time after which the bounded entries of the
count; arrays of the correct processes remain forever e-

qual
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an Hybrid 2 Protocol (1)

o Let count_M P; be the array count; used in the MP-based
protocol (the protocol based on the message exchange
pattern assumption)

e Similarly, let count & f; be the array count; used in the
t-source-based protocol

e Both protocols execute independently one from the oth-
er with the following new task
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an Hybrid 2 Protocol (2)

when |leader() is invoked by the upper layer:
Vk: count;[k] «— min(count M P;[k], count < f,[k]);
let ¢ s. t. (count;[f],4) = mingcn{(count;lk], k)};
return (¥)
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